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ABSTRACT
A large number of studies in the past months have proposed deep learning-based Artificial Intelligence (AI) tools for automated
detection of COVID-19 using publicly available datasets of Chest X-rays (CXRs) or CT scans for training and evaluation.
Most of these studies report high accuracy when classifying COVID-19 patients from normal or other commonly occurring
pneumonia cases. However, these results are often obtained on cross-validation studies without an independent test set
coming from a separate dataset and have biases such as the two classes to be predicted come from two completely different
datasets. In this work, we investigate potential overfitting and biases in such studies by designing different experimental
setups within the available public data constraints and highlight the challenges and limitations of developing deep learning
models with such datasets. We propose a deep learning architecture for COVID-19 classification that combines two very
popular classification networks, ResNet and Xception, and use it to carry out the experiments to investigate challenges
and limitations. The results show that the deep learning models can overestimate their performance due to biases in the
experimental design and overfitting to the training dataset. We compare the proposed architecture to state-of-the-art methods
utilizing an independent test set for evaluation, where some of the identified bias and overfitting issues are reduced. Although
our proposed deep learning architecture gives the best performance with our best possible setup, we highlight the challenges
in comparing and interpreting various deep learning algorithms’ results. While the deep learning-based methods using chest
imaging data show promise in being helpful for clinical management and triage of COVID-19 patients, our experiments suggest
that a larger, more comprehensive database with less bias is necessary for developing tools applicable in real clinical settings.

1 Introduction
Coronavirus disease (COVID-19) that progresses and transmits rapidly has become a global pandemic with 43 million confirmed
cases and 1.1 million deaths as of October 28, 2020 [1]. Early and easy detection of the disease is instrumental in saving lives
and controlling the pandemic. The current gold standard for COVID-19 diagnosis is the Reverse Transcription Polymerase
Chain Reaction (RT-PCR) test using respiratory specimens. However, the RT-PCR test can be affected by low viral load, has a
longer turnaround time, and is still not widely available in resource-constrained areas of low-income countries [2]. The antigen
tests are faster but have low sensitivity [3].
Recently, several studies have been published showing the common characteristics for COVID-19 cases in radiographic
images (chest CT scans and CXRs), including bilateral, multi-focal, ground-glass opacities with a peripheral or posterior
distribution, mainly in the lower lobes and early- and late-stage pulmonary consolidation [4, 5]. Thus, Artificial Intelligence
(AI)-based automated tools might be useful in triage for testing and clinical management using chest radiography images [6, 7].
A large number of deep learning-based AI algorithms have been proposed in recent months for automatic classification of
COVID-19 cases from normal and other pneumonia cases. These published works report high COVID-19 binary classification
accuracy using either CT scans or CXRs [2, 8–19]. Although the reported metrics, such as sensitivity and specificity, are very
high in most cases, these results are obtained on cross-validation studies without an independent test set coming from a separate
dataset having biases, such as the two classes to be predicted from two unique datasets. AI models are likely to overfit to the
distribution of training data when independent test sets are not used or are prone to learn dataset-specific artifacts rather than
the actual disease characteristics.
In this work, we propose a deep learning architecture for COVID-19 classification that combines two very popular
classification networks, ResNet and Xception [20, 21]. Using this proposed architecture and publicly available datasets, we
design various experiments to investigate the issues of overfitting, bias, and limitations of such datasets that have been widely
used for developing and evaluating COVID-19 detection algorithms in the past few months. Moreover, we compare the
NOTE: This preprint reports new research that has not been certified by peer review and should not be used to guide clinical practice.

medRxiv preprint doi: https://doi.org/10.1101/2020.11.07.20227504; this version posted November 10, 2020. The copyright holder for this
preprint (which was not certified by peer review) is the author/funder, who has granted medRxiv a license to display the preprint in perpetuity.
It is made available under a CC-BY-NC-ND 4.0 International license .

proposed architecture to state-of-the-art methods using an independent test set for evaluation, where some of the identified
bias and overfitting issues are minimized. We validate the proposed deep learning model, trained separately for CT scans and
CXRs using datasets from multiple data sources (see Table 1), and experiment its efficacy in classifying COVID-19 vs. normal,
and COVID-19 vs. normal vs. other pneumonia cases. Also, we train our model using the data (PadChest [22]), which comes
from a large study in Spain (for CXR), and test using the data coming from other different sources of other countries. We
perform similar experiments for CT scans and demonstrate that the proposed model performs better in independent test data
and generalize better than existing methods for unseen patients and test centers.
In Section 2, we present the various classification tasks and study designs along with the details of different combinations
of publicly available datasets for each of these designs. Section 3 presents the results followed by discussion with conclusion
in Section 4. In Section 5.1, we present the proposed deep learning method in detail, followed by implementation details in
Section 5.2.

2 Dataset and Experimental Setup
This section presents the experimental setup for various classification tasks using chest CT scans or CXRs from several publicly
available datasets. The classes used for different experiments are taken from the following set:
• NOR: Normal; no pneumonia and COVID-19 negative
• CVP: COVID-19 positive pneumonia
• OVP: Other Viral Pneumonia; viral pneumonia but not COVID-19
• OBP: Other Bacterial Pneumonia; Bacteria induced non-COVID pneumonia
• NCP: Non-COVID Pneumonia; OBP + OVP
• NCV: Non-COVID; NOR + NCP
Table 1 shows the details of the experimental setup with various tasks and how various datasets are combined for these
tasks. We design three different types of classification tasks: NCV vs. CVP (2-classes, CL2); NOR vs. NCP vs. CVP (3-classes,
CL3); and NOR vs. OBP vs. OVP vs. CVP (4-classes, CL4). Several different combinations of the publicly available datasets
are used for chest CT scans (labeled CT) and for chest X-rays (labeled CXR) [16, 22–30]. For each binary (CL2) or multi-class
(CL3/CL4) classification tasks, we design experiments to study the impact of having single separate vs. multiple mixed sources
of data for individual classes during training, labeled Single and Multiple, respectively. The setup where the test set contains
images from an independent source whose images are never used during training and validation is labeled as Independent.
Some of these setups were used in other recent studies for COVID-19 recognition, such as CXR-Single-CL2 in [9, 10, 12] and
CXR-Single-CL3 in [9, 10, 12, 31]. It is worth noting that due to a lack of publicly available images, some of the designs were
not possible, for example, CT-Multiple-CL3 and CT-Multiple-CL4.
In CXR-Single-CL2, the negative COVID CXR images (NCV) come from CXRI [23], while the positive COVID-class
(CVP) comes from a separate dataset, CIDC [26]. To add more variation in each class, in CXR-Multiple-CL2, we add more
images from other datasets resulting in 7864-NCV CXR images coming from ChestX-ray8 [24] and 4015-CVP CXR images
from CCXRI [25] and PadChest [22]. To evaluate the network’s performance in distinguishing various pneumonia types, we
design CXR-Multiple-CL3 and CXR-Multiple-CL4 where we have the same total number of images as in CXR-Multiple-CL2,
but the NCV class is further split into individual pneumonia types. Similar to CXR, we use publicly available CT scan datasets.
Most of these datasets contained manually selected 2D slices instead of full 3D volumes. Hence, all of the CT images referred
to in this paper is 2D slices of CT scans. In CT-Single-CL2, we utilize 1227-NCV and 1252-CVP samples of CT scan from
SCoV [28], while we have multiple sources to each class in CT-Multiple-CL2 with 7864-NCV and 4015-CVP samples of CT
scan coming from MGC [29], SCoV [28], and CCII [16].
In all of the above designs, we do not have an independent test coming from a separate dataset whose images are never
used during the training. To evaluate the network’s performance on an independent test set from a separate dataset source
whose images are never used during the network’s training, we design CXR-Independent-CL2 and CT-Independent-CL2. For
CXR-Independent-CL2, we have 6958-NCV images from CheXpert [27] and CXRI [23] and 3515-CVP images from CCXRI
[25] and PadChest [22], while in the test set we have 1227-NCV images from ChestX-ray8 [24] and 500-CVP images from
CIDC [26]. In CT-Independent-CL2, we build a training set with 16616-NCV and 6472-CVP samples of CT from MGC [29],
CCII [16], and iCTCF [30]; and a test set with 1227-NCV and 1252-CVP samples of CT from SCoV [28].
Some examples of CT and X-ray images for different classes are presented in Fig. 1. In the setup where an independent test
dataset is not available, we use 5-fold cross-validation to evaluate the performance of CVR-Net. When the independent test set
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Table 1. Various classification tasks utilizing CT scans or CXRs in different combinations from publicly available datasets.
Tasks

Different studies∗

Class categories
NCV
CVP

# of Images
5, 856
500

Source References
CXRI [23]
CIDC [26] 1

Modality

Utilization

X-ray

[9], [10], [12]

CXR-Multiple-CL2

NCV
CVP

7, 864
4, 015

CXRI [23], ChestX-ray8 [24]
CCXRI [25], CIDC [26], PadChest [22]

X-ray

Proposed

CXR-Independent-CL2

NCV (Train/Test)
CVP (Train/Test)

6, 958/1, 227
3, 515/500

CheXpert [27]+CXRI [23]/ChestX-ray8 [24]
CCXRI [25]+PadChest [22] /CIDC [26]

X-ray

Proposed

CT-Single-CL2

NCV
CVP

1, 227
1, 252

SCoV [28]
SCoV [28]

CT

Proposed

CT-Multiple-CL2

NCV
CVP

7, 864
4, 015

SCoV [28], CCII [16], MGC [29]
SCoV [28], CCII [16], MGC [29]

CT

Proposed

CT-Independent-CL2

NCV (Train/Test)
CVP (Train/Test)

16, 616/1, 227
6, 472/1, 252

MGC [29]+CCII [16]+iCTCF [30]/SCoV[28]
MGC [29]+CCII [16]+iCTCF [30]/SCoV[28]

CT

Proposed

CXR-Single-CL3

NOR
NCP
CVP

1, 583
4, 273
500

CXRI [23]
CXRI [23]
CIDC [26]

X-ray

[12], [31]
[9], [10]

CXR-Multiple-CL3

NOR
NCP
CVP

3, 591
4, 595
4, 015

CXRI [23], ChestX-ray8 [24]
CXRI [23], ChestX-ray8 [24]
CCXRI [25], CIDC [26], PadChest [22]

X-ray

Proposed

3-classes

2-classes

CXR-Single-CL2

4-classes

CXRI [23], ChestX-ray8 [24]
NOR
3, 591
OBP
2, 780
CXRI [23]
X-ray
OVP
1, 493
CXRI [23]
CCXRI [25], CIDC [26], PadChest [22]
CVP
4, 015
∗ X-Y-CL#: X is CXR or CT; Y denotes the way images from different sources are combined for each class during training or evaluation;
CL# is the number of classes.
CXR-Multiple-CL4

(a)

(b)

(c)

(d)

(e)

Proposed

(f)

Figure 1. Samples of chest radiography images from the utilized datasets (a) Normal (X-ray), (b) Normal (CT), (c)
Pneumonia viral (X-ray), (d) Pneumonia bacterial (X-ray), (e) COVID-19 (X-ray), and (f) COVID-19 (CT).
is used (CXR-Independent-CL2 and CT-Independent-CL2), we evaluate the network’s performance in this independent test set.
The independent setup is also used to compare the performance of the proposed method with state-of-the-art classification
networks.

3 Results
This section presents the results of the proposed deep neural network for COVID-19 recognition, called CVR-Net (see in
Section 5.1), in binary and multi-class classification tasks under various setups (see in Section 2), which highlight the impact of
bias in dataset design and overfitting of the neural network. Followed by this, we compare the proposed network’s performance
with state-of-the-art classification networks by training them on the same training set and using an independent test set whose
images are not used during training at all.
3.1 Binary classification: COVID vs. Non-COVID
Table 2 presents the quantitative results of the proposed CVR-Net on the binary task: COVID-19 (CVP) vs. Non-COVID
(NCV). Five-fold cross-validation results are reported with average and standard deviation, while a single value is reported
when a separate test set from an independent data source is used to evaluate the results.
Table 2 demonstrates very high precision and recall in both the cases of CXR-Single-CL2 and CXR-Multiple-CL2. A slight
3/11

medRxiv preprint doi: https://doi.org/10.1101/2020.11.07.20227504; this version posted November 10, 2020. The copyright holder for this
preprint (which was not certified by peer review) is the author/funder, who has granted medRxiv a license to display the preprint in perpetuity.
It is made available under a CC-BY-NC-ND 4.0 International license .

Table 2. COVID-19 recognition results from different studies of binary classification (see Table 1) applying the proposed
network on two different modalities of chest radiography images, wherein for single and multiple sources, we employ 5-fold
cross-validation.
Different studies∗
CXR-Single-CL2
CXR-Multiple-CL2
CXR-Independent-CL2
CT-Single-CL2
CT-Multiple-CL2
CT-Independent-CL2

Dataset distribution
(Train/Val/Test)
NCV: 3, 514/1, 171/1, 171
CVP: 300/100/100
NCV: 4, 719/1, 573/1, 572
CVP: 2, 409/803/803
NCV: 5, 567/1, 391/1, 227
CVP: 2, 812/703/500
NCV: 737/245/245
CVP: 752/250/250
NCV: 4, 719/1, 573/1, 572
CVP: 2, 409/803/803
NCV: 13, 293/3, 323/1, 227
CVP: 5, 178/1, 294/1, 252

Recall

Metrics
Precision

Accuracy

0.997 ± 0.001

0.997 ± 0.001

0.998 ± 0.001

0.984 ± 0.001

0.984 ± 0.002

0.984 ± 0.001

0.887

0.885

0.887

0.976 ± 0.003

0.976 ± 0.003

0.976 ± 0.003

0.969 ± 0.003

0.970 ± 0.003

0.969 ± 0.003

0.799

0.821

0.799

∗ X-Y-CL#:

X is CXR or CT; Y denotes the way images from different sources are combined for each class during training or evaluation;
CL# is the number of classes. Details in Table 1

reduction in accuracy for CXR-Multiple-CL2 compared to CXR-Single-CL2 may simply be because of relatively less overfitting
to the distribution of the single particular dataset from which the individual classes were coming from in CXR-Single-CL2. As
expected, the results for CXR-Independent-CL2 show reduced precision and recall, with accuracy dropping from 98 − 99 % in
the cross-validation results to around 88 %, when using an independent test set.
The observations in the experiments with CXR is consistent in CT as well. Table 2 shows the same pattern with CTSingle-CL2 and CT-Multiple-CL2 having very high accuracy compared to CT-Independent-CL2. The cross-validation results
reflect the large DL models’ overfitting nature on a relatively small dataset with limited variability of the real-world scenarios.
The accuracy in CT-Independent-CL2 drops from 87 − 96 % in the cross-validation results to around 79 % when using the
independent test set. We also notice that the accuracy with CT images is lower than CXR images.

3.2 Multi-class classifications: Normal, COVID, other bacterial, and viral pneumonia
Table 3 and 4 presents quantitative results of the proposed CVR-Net on two different multi-class tasks: i) 3-class problem
for NOR vs. NCP vs. CVP ii) 4-class problem for NOR vs. OBP vs. OVP vs. CVP. Similar to the binary classification,
cross-validation results are reported with average and standard deviation.
Table 4 shows that in CXR-Single-CL3, NOR and NCP rarely get predicted as CVP while a small number of CVP gets
predicted as NCP and NOR. Compared to CVP, a higher fraction of NOR gets predicted as NCP. This is perhaps because
the NOR and NCP classes come from the same dataset source, while CVP images are from separate sources. We see that in
CXR-Multiple-CL3, fractions of NOR and CVP getting predicted as NCP are much closer. It is worth noting that NOR and
NCP in CXR-Multiple-CL3 have images coming from two different datasets, but these sources still do not have the CVP images
coming from separate sources. It can also be observed that adding multiple data sources in NOR and NCP has substantially
increased the fraction of NCP being predicted as NOR in CXR-Multiple-CL3. From Table 2 and 3, we see that inter-fold
variation is increasing with the decreased performance metrics when a new class is added with the same number of total samples
when comparing CXR-Single-CL2 vs. CXR-Single-CL3 and CXR-Multiple-CL2 vs. CXR-Multiple-CL3.
In CXR-Multiple-CL4, NCP is further split into other bacterial and viral pneumonia: OBP and OVP. As seen in Table 4,
the network confuses much more between OBP and OVP, both coming from the same dataset CXRI. Following the pattern
of CXR-Single-CL3, we can also observe that nearly 14 % of OBP, and OVP still gets classified as NOR. CVP has relatively
high precision and recall, but it is noteworthy that the source of the CVP images and the rest of the three classes do not
intersect. These results further reinforce the observation in the binary classification task that seemingly high accuracy could be
due to the network learning the bias in the dataset design and peculiarities of individual data sources rather than the actual
underlying pathology. Unlike binary classification problems, we could not evaluate with an independent test set and perform
the experiments with CT scans due to the lack of publicly available datasets for these multiple classes.
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Table 3. COVID-19 recognition results from different experiments of multi-class classification (see in Table 1) applying the
proposed network on CXR images employing 5-fold cross-validation.
Different studies∗

CXR-Single-CL3

CXR-Multiple-CL3

CXR-Multiple-CL4

Dataset distribution
(Train/Val/Test)
NOR: 951/316/316
NCP: 2, 565/854/854
CVP: 300/100/100
Weighted Average
NOR: 2, 155/718/718
NCP: 2, 757/919/919
CVP: 2, 409/803/803
Weighted Average
NOR: 2, 155/718/718
OBP: 1, 668/556/556
OVP: 897/298/298
CVP: 2, 409/803/803
Weighted Average

Recall
0.925 ± 0.011
0.978 ± 0.003
0.944 ± 0.041
0.964 ± 0.005
0.970 ± 0.018
0.863 ± 0.029
0.980 ± 0.008
0.933 ± 0.013
0.962 ± 0.023
0.741 ± 0.021
0.705 ± 0.050
0.975 ± 0.007
0.882 ± 0.003

Metrics
Precision
0.940 ± 0.009
0.969 ± 0.006
0.976 ± 0.010
0.963 ± 0.004
0.844 ± 0.029
0.990 ± 0.004
0.968 ± 0.019
0.940 ± 0.011
0.902 ± 0.026
0.874 ± 0.023
0.646 ± 0.032
0.968 ± 0.011
0.886 ± 0.004

Accuracy
0.925 ± 0.012
0.977 ± 0.003
0.946 ± 0.041
0.964 ± 0.005
0.970 ± 0.018
0.863 ± 0.029
0.980 ± 0.008
0.933 ± 0.013
0.962 ± 0.023
0.741 ± 0.021
0.705 ± 0.051
0.975 ± 0.007
0.882 ± 0.003

∗ X-Y-CL#:

X is CXR or CT; Y denotes the way images from different sources are combined for each class during training or evaluation;
CL# is the number of classes. Details in Table 1

CVP
70
1.74 %
9
0.22 %
3936
98.04 %

CVP OVP OBP NOR

CXR-Multiple-CL3
Actual
NOR
NCP
3481
577
96.94 %
12.56 %
31
3964
0.86 %
86.27 %
79
54
2.20 %
1.17 %

Predicted

CVP
6
1.20 %
15
3.00 %
479
95.8 %

CVP NCP NOR

CXR-Single-CL3
Actual
NOR
NCP
1461
80
92.29 %
1.87 %
119
4185
7.52 %
97.94 %
3
8
0.19 %
0.19 %

Predicted

CVP NCP NOR

Predicted

Table 4. Confusion matrix for proposed networks’ results on CXR-Single-CL3, CXR-Multiple-CL3, and CXR-Multiple-CL4.
CXR-Multiple-CL4
Actual
NOR
OBP
OVP
3454
156
125
96.18 %
5.61 %
8.37 %
3
2061
297
0.08 %
74.14 %
19.89 %
45
541
1053
1.26 %
19.46 %
70.53 %
22
18
89
0.79 %
1.21 %
2.48 %

CVP
99
2.47 %
1
0.02 %
1
0.02 %
3914
97.49 %

3.3 Comparison to the state-of-the-art
Several recent studies report the deep learning models’ performance using datasets that are not publicly available [32–34].
However, we compare these methods utilizing publicly available data using the experimental setup CXR-Independent-CL2 and
CT-Independent-CL2, i.e., the setup, where test set images coming from an independent dataset whose images are never used
during training of the models. Table 5 manifests the performance of the proposed CVR-Net along with other widely used and
state-of-the-art classification networks and COVID-19 detection networks. The hyperparameters for all the networks used in
Table 5, such as learning rate, regularizations, number of epochs, optimization algorithm, etc. are described in Subsection 5.2 at
the end. The proposed CVR-Net performs the best concerning the precision, recall, and overall accuracy in both CXR and CT
images. The second best is Inception-v3 for CXR and VGG-19 for CT scan.
Fig. 2 visualizes the regions in the input image where the neural network is activating most of its signal from when predicting
COVID-19 positive class. The activation maps are shown using GradCAM with a threshold 0.6 (maximum 1) [35]. In the
figure, the input images are the top three true positive images for CXR and CT having the highest softmax prediction output for
COVID-19 class from CVR-Net. The activation map for CVR-Net as a whole is smooth and focused within the lung region,
while the two branches of CVR-Net having ResNet and Xception architecture have more dispersed activation maps outside
the lung region as well. This reveals that combining the two branches make the activation map more focused on the lung
region. However, it is remarkably noticing that the focused region we see in the figure in the activation maps of CVR-Net does
not always align with the pathology of COVID-19 seen in the CXR and CT images. For Inception, the activation maps are
dispersed and smooth, but it is important to note that the images were chosen based on the highest confidence in predicting
COVID-19 for CVR-Net and not for Inception.

4 Discussion and Conclusions
In this work, we proposed a deep neural network CVR-Net for COVID-19 detection (see in Section 5.1) and employed it to
conduct several experiments by utilizing publicly available CXRs and chest CT scans datasets (see in Table 1). The results
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Table 5. Comparison of various methods, including the proposed network (CVR-Net), where the methods are trained on the
same dataset and evaluated using an independent test set, not used during training. The top three performing metrics are
denoted by bold-font, underline, and double-underline, respectively.
Methods

Parameters

VGG-19
Xception
EfficientNet-b1
DenseNet-169
ResNet-152
Inception-v3
DarkNet [9]
CoroNet [10]
Proposed CVR-Net
Query CXR

CVR-Net

46 M
124 M
7M
96 M
84 M
74 M
1.94 M
124 M
48 M

CXR-Independent-CL2
Recall Precision Accuracy
0.833
0.846
0.833
0.881
0.869
0.869
0.832
0.850
0.832
0.850
0.865
0.850
0.829
0.866
0.829
0.871
0.884
0.871
0.712
0.699
0.712
0.869
0.877
0.869
0.887
0.885
0.887

ResNet-branch Xception-branch Inception

Query CT

CT-Independent-CL2
Recall Precision Accuracy
0.785
0.816
0.785
0.718
0.788
0.718
0.716
0.803
0.716
0.718
0.794
0.718
0.705
0.784
0.705
0.737
0.782
0.737
0.495
0.245
0.495
0.689
0.776
0.689
0.799
0.821
0.799

CVR-Net

ResNet-branch Xception-branch Inception

Figure 2. GradCAM visualizations example, showing activation map on input query CXR and CT images of COVID-19
positive class for proposed CVR-Net, encoder-1 (ResNet), encoder-2 (Xception), and Inception.

show that the seemingly high accuracy reported in many recent deep learning-based algorithms for COVID-19 classification
is likely due to the bias in the experimental design and overfitting. In particular, we observed two significant issues that can
lead to such high accuracy that are likely not to translate to real-world settings: i) the classes to be predicted have training
data coming from separate individual dataset sources. This can result in the network learning the peculiarities of the dataset
from which the particular class is coming from rather than the characteristics or features of the underlying pathology. ii) the
cross-validation results without an independent test set whose images are never used during training can overestimate the
network’s performance. It is important to note that both the mentioned issues are common knowledge in machine learning
but seems to have been overlooked or not emphasized enough in many recent works involving deep learning and COVID-19
detection [9, 10, 12, 17, 31, 36–38].
To reduce such bias and overfitting problems, we designed an experiment where the training set contains images in each
class from various dataset sources, and an independent test set is used to evaluate the deep neural networks. The images from
the dataset sources, which are used in the independent test set, are never used in training the model. The results show that, as
expected, the performance of the deep learning model reduces in this scenario compared to the case where training and test
images have images coming from the same data sources. In this more realistic setting, CVR-Net performed the best when
compared against other state-of-the-art classification networks. CVR-Net (architecture detailed in section 5.1) uses multiple
branches and aggregates information from different scales, creating a form of ensembling within a single network that seems to
be more robust than other deep learning models such as VGG, Xception, ResNet, Inception, DenseNet, and EfficientNet, as
seen in Table 5. While some of the hyperparameters such as learning rate and epochs are adapted for each model dynamically
during training, we did not exhaustively optimize the hyperparameters, regularization methods, and training protocol for each
of the models separately (details in section 5.2) Comparing in detail, these networks require extensive experimentation with
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each model to tune the hyperparameters separately and select the best regularization methods, which is outside the scope of the
current paper.
Fig. 2 visualizes saliency maps for various methods. CVR-Net showing a much more concentrated map in the lung region
than other networks encourages one to interpret the CVR-Net’s better capability for learning the COVID-19 feature from the
chest radiography images. One approach to avoid learning from regions outside the lung area is to segment the lung and then
feed only the segmented lung to the model. However, this method will then depend on the quality of the segmentation. A closer
look at Fig. 2 exhibits that the heat map of CVR-Net and COVID-19 pathology in CT and chest radiograph do not always align.
It is a well-known challenge in deep learning to be able to interpret such results. Although methods like GradCAM attempts to
localize the most important features leading to a particular class prediction, these methods have their limitations and cannot be
entirely relied upon to draw conclusive analysis [39, 40].
The experiments with 2, 3, and 4-class classification tasks show that it is quite difficult for the model to distinguish between
bacterial pneumonia and other viral pneumonia. Although the results, in Table 4 for CXR-Multiple-CL4, suggest that COVID
Pneumonia is well distinguished from other Pneumonia, the underlying reason is very likely that the COVID Pneumonia cases
come from separate data source than the other Pneumonia. Thus, we believe that further experiments with a proper dataset are
required to evaluate the model’s ability to distinguish different types of Pneumonia. We suggest that in order to evaluate the
model’s ability to distinguish different classes properly, it is essential to have images for each class coming from the same
settings, such as the same imaging protocol, machines, demography, etc. Images from multiple settings should also be included
when the objective is to assess the algorithm’s ability to work on diverse settings. However, in this case, it is essential to include
images from all these settings to each of the classes to reduce the bias originating from individual settings’ peculiarities.
We observed that the performance of classification results in CT-Independent-CL2 was less than CXR-Multiple-CL2. In all
the experiments on CT scans, we utilized the 2D slices rather than the whole CT volume as the whole volumes are not publicly
available for most experimental setups. Using the full volume instead, CT slices may be able to capture details potentially
missed when the slices were manually selected. However, we cannot conclude from this study’s results that CXR is more
sensitive than CT for COVID-19 diagnosis. The publicly available dataset used in the experiments come from many different
sources where it is challenging to track inclusion and exclusion criteria, symptomatic vs. asymptomatic cases, and the disease
severity stage at which these images were taken. Other studies have shown that CT scans are more sensitive at the early stage
or in mild COVID-19 infection, but for most other symptomatic scenarios such as later stages, severe symptoms, or other
comorbidities, the choice of CXR vs. CT largely depends on the specific patient conditions and the availability of the resource
[41, 42].
With the limitations of the dataset used in this study, the results cannot be used to assess these networks’ performance for
asymptomatic vs. symptomatic cases or various stages of the disease severity. While some studies report that CT may show
single or multiple Ground Glass Opacity in the ultra-early stage of the asymptomatic cases [43], it is still unclear whether these
are for only the patients who progress into the symptomatic stage, or even for those who may stay asymptomatic later on. The
network application presented here may be limited to triage for prioritized RT-PCR testing from the symptomatic patients
when the RT-PCR testing facility is limited or overburdened [42]. A much bigger value of these kinds of networks might be
in prognostication by looking at the longitudinal imaging data [44]. For example, using longitudinal imaging data, we could
develop deep learning classification models that classify symptomatic patients into: i) will have mild symptoms and can stay
home ii) can develop moderate symptoms and needs to be under observation iii) can develop severe symptoms and will need
ICU. We will explore this direction in our future work.

5 Methods
5.1 Proposed CVR-Net Architecture
We propose a CNN-based end-to-end network, shown in Fig. 3, that combines the convolutional and residual architecture of
two popular and successful classification networks, ResNet-50 and Xception, into one with multi-scale ensembling from these
two architectures [20, 21]. We remove the fully-connected layers of ResNet-50 and Xception and use the remaining layers in
our two branches. We combine the information flowing through these two branches at multiple scales using concatenation
and fully-connected layers. Output feature maps from two different scales of each of these two branches are fed to four
Fully-connected Layer (FCL) blocks. conv3_x and conv4_x of ResNet-50, and middle-flow and entry-flow of Xception are fed
to the FCL blocks that give outputs P1 , P2 , P4 , and P5 , respectively. Similarly, the output feature maps of ResNet-50 (conv5_x)
and Xception (exit-flow) are first concatenated and then fed to an FCL block that gives an output P3 . This allows potentially
different representations learned by the two branches to be utilized by the FCL block.
The FCL block consists of a Global Average Pooling (GAP) layer and four fully-connected layers, where the GAP layer
reduces the dimension of the input feature maps [45]. In GAP, the input h × w × d feature map is projected to 1 × 1 × d vector,
lending itself to a lightweight design and reducing the computational complexity for fully-connected neurons. The projected
vector is then fed to a fully-connected network of 4-layers consisting of three hidden layers with 512, 128, and 64 neurons, and
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one output layer followed by a softmax layer to provide final probabilistic classification. The final prediction is the average of
the softmax outputs from the five FCL blocks: P1 to P5 . The FCL blocks are much more lightweight than the fully connected
layers of ResNet-50 and Xception; thus, we have less number of parameters compared to ResNet-50 and Xception individually.

Conv3 x
Conv4 x
ResNet-50

Input

Xception
FCL Block

A

Averaging

A

Concatenation

P1
P2

Conv5 x
C
P3
Exit flow

Middle flow
Entry flow

A

P4
P5

Figure 3. The proposed CVR-Net for the automatic COVID-19 recognition from radiography images. ResNet-50 and
Xception’s convolutional layers except the fully-connected layers are used as two branches from which we combine
information at multiple scales using lightweight fully-connected blocks to obtain final classification probability.

5.2 Training Protocol
We noticed that most of the images in all the datasets have 1 : 1 aspect ratio. Thus, we resize all the images to 224 × 224 pixels
using nearest-neighbor interpolation. We apply the following stochastic augmentation on the resized images with: rotation
(with probability 0.45), height & width shift (with probability 0.2), and vertical & horizontal flipping around X- and Y-axis
(with probability 1), respectively. We employ categorical cross-entropy as a loss function [46], penalizing the majority class
by giving higher weight in the loss function to the samples from the minority class. Each class’s weights are computed as
w j = N j /N, where w j and N j are the weight and the total number of samples for class j and N is the total number of samples.
The network weights are initialized using transfer learning [47, 48] where we use the ImageNet [49] pre-trained weights
of ResNet-50 and Xception to initialize the weights of the two respective branches. We use Adam optimizer to optimize the
training network with initial learning rate (LR), exponential decay rates (β 1 , β 2 ) as LR = 0.0001, β 1 = 0.9, and β 2 = 0.999,
respectively, without AMSGrad variant [50]. The initial learning rate is reduced after 12 epochs by 10.0 % if validation loss
stops improving. The training is terminated after 25 epochs if the validation performance stops improving.
The models were implemented using the Python programming language and Keras framework [51] and the experiments
were carried out on a machine running Windows-10 operating system with the following hardware configuration: Intel® CoreTM
i7-7700 HQ CPU @ 3.60 GHz processor with Install memory (RAM): 32.0 GB and GeForce GTX 1080 GPU with 8 GB
memory.
When comparing against other state-of-the-art methods (see in Table 5), the same protocol, as described above, was used
for all the networks.

Data and Code availability
Our source codes, trained model, and sources of different utilized datasets will be made publicly available at https:
//github.com/kamruleee51/CVR-Net upon published.
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characteristics of COVID-19 seen in specific CXR and CT images.
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